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Part 5: Dynamics of Opinion 

So far we have dealt almost entirely with a subject’s attitude at a particular instant. In this part, I 

want to address two main questions, both of which apply the epistemic/non-epistemic distinction to a 

change of attitude over time. 

 The first question is of how the epistemic/non-epistemic distinction can be made in the context of 

changes of opinion, rather than static attitudes. I will use the term “persuasion” for changes of attitude, 

although these changes are not necessarily done by another person. We will see that the distinction 

between epistemic and non-epistemic motivations maps onto a distinction between two forms of 

persuasion. I shall argue that, in parallel to normal changes of belief in response to evidence or argument, 

we should expect real reasoning agents to have a separate ongoing process of self-persuasion which works 

by attaching non-epistemic values to assertions that are consistent with previous expressed opinions and 

actions. I will refer to this process as motivated inference. 

The second question is that of how we can practically distinguish epistemically-motivated from 

non-epistemically motivated attitudes. This is important because someone who holds an opinion non-

epistemically is in effect acting in the role of someone who holds it epistemically. Since people might be 

very good actors, there appears to be no simple behavioural criterion to tell if an opinion is held 

epistemically or not. 

Fortunately, we can extract a salient and reliable difference between the two kinds of subject; the 

way they respond to an information source; an information source being some event or test whose outcome 

is subjectively expected to yield information about the given issue. To someone who is epistemically 

motivated about issue H, information about H has a positive value. Value biases diminish this value of 

information. To someone who is scientifically irrational about H as defined in Part 4 (i.e. their value of 

truth for H is exceeded by their value bias) information about H is useless and might even be aversive. 

I will look at how information is measured, using the classic work of Claude Shannon. I will then 

show that the value of an information source depends on the value of truth as well as the (subjectively-

estimated) reliability of that information source. 

A standard theorem of decision theory shows that information cannot have a negative value. This 

result is useful in illustrating the properties of epistemically-motivated agents, but it may also seem to 

threaten Descriptive Bayesianism. Specifically, although people can in real life be averse to information, 

this theorem says a Bayesian agent cannot, so a problem arises of how this piece of behaviour can be 

understood in Descriptive Bayesianism. This challenge will be answered using the concept of motivated 

inference. The understanding of the value-biased treatment of information sources will give a philosophical 

bonus in the form of an analysis of self-deception which shows a link between a self-deceptive attitude and 

self-deceptive behaviour. 

 

Persuasion 
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In this section, my concern is to extend the system of definitions introduced in Part Two to cover 

changes of epistemic status, drawing out some distinct meanings of the common term “persuasion”. This is 

relevant to an important issue in social explanation, since some changes of opinion seem to be intrinsically 

objectionable, such as those induced by advertising or propaganda, and there is a question of how in 

principle these objectionable forms can be distinguished from a non-objectionable form. 

As a first step, I take it as uncontroversial that the underlying meaning of “persuading S that H” is 

“inducing S to come to the opinion H, where S previously had an opposing opinion or no opinion about 

H.”29 “Persuasion” is meant here in its broadest sense: persuasion might be done by another agent but 

people can also persuade themselves or be persuaded by facts that they observe or consider. Given this 

definition, we can use our utility analysis to specify some importantly different forms of persuasion, and to 

spell out their preconditions. 

 

Persuasion by coherent change of belief 

“Coherent” here means “in accordance with the norms of diachronic rationality”, i.e. the rules 

which say how belief-states should change over time. This definition does not assume any particular norms 

of diachronic rationality. Such norms consist of rules for what to do when someone with a particular 

probability function receives a particular piece of new information. New information can, in principle, take 

an unlimited variety of forms. For example, it may be a change in the probability of a particular 

observation statement, a change in a conditional probability (such as the discovery of a relation between a 

hypothesis and possible observations) or a discovery that a particular set of hypotheses is exhaustive. 

In the approach to probability that we saw in Part 1, which derives probability from considerations 

of consistency, the diachronic norms emerge as a straightforward consequence of the synchronic norms 

(Jaynes (1996)). One of the interpretations of consistency is the requirement that the epistemic status of a 

proposition should be determined by the background information against which it is assessed. A 

consequence of this is that the information content of the probability function (in the Shannonian sense 

which will be explained fully later) should be only that which is required by the background information, 

and no more. This is the so-called maximum entropy principle. If one’s probabilities obey this requirement 

before and after the receipt of a new datum, then the change in information content from the new old 

probability function to the new must be exactly the amount of information in that datum. This approach can 

be used to derive an updating rule for a particular kind of new information. 

                                                           
29Inducing S to come to a high degree of belief that H is a less philosophically interesting task: it 

involves either the presentation of subjective evidence that H, increasing the degree of belief by 

conditionalisation (this is how subjective evidence is defined in the current theory) or by rearranging 

someone’s probability function, classic philosophical examples for this being a powerful drug or a brain 

injury. Since belief can be a factor in choice of opinion, these kinds of persuasion will be included among 

our list of ways of changing opinion. 
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This form of persuasion corresponds most closely to what we normally think of as persuasion, i.e. 

the presentation of argument or evidence. Since it is subjective probabilities that are being revised, 

“argument” and “evidence” should be understood in the subjective sense. If you offer someone information 

or an argument that proves H in an objective sense, without convincing that person that it does prove H, 

then this is an attempt at persuasion but ought not to count as persuasion itself. 

For this form of persuasion to work, the subject has to have at least some open-mindedness; this 

means that the subject must either be epistemically motivated or (a rather bizarre alternative) value false 

opinion, in which case you would present subjective evidence against H in order to bring them to the 

opinion that H. 

 

Persuasion by incoherent change of belief 

This is change of belief in ways that violate the diachronic coherence of subject’s probability 

function (and hence violating the subject’s basic rationality). In philosophers’ thought experiments, this 

occurs by means of drugs or brain trauma, the point being that intentional-stance explanations of these 

changes are inappropriate and that the best explanation of them takes place at a physical level. 

Like the above form of persuasion, this method presumes some open-mindedness, i.e. that opinion 

is responsive to degree of belief. 

 

Persuasion by violation of act-independence 

This form of persuasion need not involve any argument or evidence for H per se. It involves 

convincing the subject that the state H depends on their opinion that H; changing their subjective 

conditional probabilities. This persuasion would only work if the state H is something that matters to the 

subject, in other words if the utility s is sizeable. If s is positive, then persuasion would involve making the 

subject believe that their own opinion is positive evidence (or a positive causal factor) for H. If s is 

negative, in other words if the state H is something that the subject wants to avoid, one would want the 

subject to believe that their own opinion somehow prevents H from being the case, or is evidence against 

it. A common real-life example of this form of persuasion would be a faith-healer telling someone that the 

success of their healing depends on their faith that they will be healed. 

 
Persuasion by decreasing epistemic motivation 

Imagine someone who is imperfectly rational about the issue H, i.e. she has a value bias towards 

accepting H, but this is small compared to her value of true opinion about H. Imagine also that her degree 

of belief in H is very low, hence her opinion is that H is false. If her value of true opinion can be decreased, 

then she will eventually come to the opinion that H. 

To look at how this could be done, we have to look at why truth is valued, to which there is no 

single answer. Here we can apply again the Delayed Value of Truth principle (mentioned in Part 3), which 

implies that uncertainty about the future will (usually) have a greater impact on epistemic motivations than 



Value and Belief, by Martin Poulter, infobomb.org. Adapted from PhD thesis of 2003  

 

This work is licensed under a Creative Commons – Attribution – ShareAlike 3.0 Unported License. 

Author: Martin L. Poulter, infobomb@gmail.com  Page 128 

 

on value biases. True opinion is valuable at least partly because of its instrumental value in achieving other 

goals, so by persuading the subject that the present situation is some sort of crisis point where the future 

consequences of his present acts are radically uncertain, you decrease the value of true opinion. Another 

reason for true opinion is that by voicing your opinions and being often correct, you earn trust and perhaps 

status among other people. Hence another method which might decrease someone’s value of truth is to 

prevent them communicating with other people. 

 

Persuasion by increasing bias 

This is another form of persuasion which need not involve argument or evidence at all. It simply 

increases the value bias to accept H (the utility a in our utility analysis). A look at the examples of value 

bias at the start of Part 2 gives some suggestions of how this could be done. 

A simple way to increase bias would be to offer to reward someone for agreeing with a statement, 

or punish them for disagreeing. A subtle way to do this would be to attach a social value to the act of 

assertion, for instance letting the subject observe people who agree with H and are rewarded, while others 

who do not agree with H are unrewarded. 

This form of persuasion has no preconditions, in that if the value bias becomes strong enough then 

the subject must eventually come to the opinion that H, no matter what the initial probability of H, and no 

matter what values the other utilities take. 

 

Persuasion by decreasing caution 

Imagine someone who has a strong belief in H but withholds opinion because he is cautious. If he 

were to become less cautious, his opinion would change (to A(H) if he is epistemically motivated). In the 

utility analysis, this means an increase in the value of i. This could be done by means of social pressure or 

psychological learning, just as with persuasion by increasing bias. When someone develops new opinions 

purely because they have moved into a social circle in which it is unpopular not to have an opinion on 

certain issues, this counts as persuasion by decreasing caution. Persuasion by decreasing caution can only 

occur when someone initially withholds opinion. 

 

Combined methods 

 Each of the above methods of persuasion involves changing one of the properties of the decision-

theoretic model, holding the rest constant. Obviously there is no necessity that real persuasion should 

involve only one of these methods at a time. A rousing political speech might contain genuine arguments 

for a particular view, but also associate positive feelings (such as the feeling of belonging, or of 

righteousness) with the acceptance of that view. 

Methods could also be applied in a sequence. For example, I might persuade someone (by change 

of belief) that desirable consequences will follow if state H is brought about, increasing s in the terms of 

the utility analysis, and then use persuasion by violation of act-independence to get her to accept H. 
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Using this taxonomy, we can recognise that a change of opinion does not necessarily reflect a 

change of belief. When we see that people are persuaded by an advertising campaign which contains 

nothing like an argument for the point it is getting across, we do not have to conclude that most people are 

grossly irrational in the way they make inferences from evidence. It may be that their beliefs, rather than 

their opinions, are obeying strict canons of rationality, and that the persuasion is happening in some other 

way. 

The Question of Rationality 

Having set out these different forms of persuasion, an obvious question to ask is which forms 

count as rational persuasion. In Part 4 we looked at three different broad senses of rationality; basic, 

instrumental and scientific, so the question has to be answered for each of these in turn. 

All forms of persuasion in our list, except persuasion by incoherent change of belief, presume 

basic rationality, in that they presume that the subject’s behaviour is explainable in terms of their beliefs 

and values. From the perspective of someone wanting to use these forms of persuasion on someone else, 

any of them could be instrumentally rational: in other words, it could be sensible to adopt any of them if 

your main objective is to change someone’s opinion. Here I am concerned with a different sense of 

rationality. 

In defining “rational persuasion”, I am concerned to pick out forms of persuasion that have some 

epistemic significance. Imagine that I know someone who forms beliefs in the same way that I do. I hear 

that this he has adopted the opinion that H. From my point of view, it matters how this change of opinion 

occurred. If he was persuaded by evidence, then I should take that as an indicator that there is evidence for 

H, and perhaps should change my own opinion to H. If, on the other hand, the opinion change is the result 

of value bias or of some non-intentional process, then this news is irrelevant to my own opinion about H. 

This distinction is parallel to the previously defined distinction between scientific rationality and 

irrationality, as applied to a static attitude. We can gloss the definition given earlier as “an attitude is 

scientifically rational if and only if its epistemic motivations outweigh the biases”. The following definition 

of scientifically rational persuasion seems intuitively appropriate and has a straightforward connection with 

the definition of a scientifically rational attitude. 

 

 A method of persuading S of the truth of H is scientifically rational if and only if it does not succeed 

by decreasing30 the scientific rationality of S’s attitude to H. 

                                                           
30It is better to have “does not succeed by decreasing” rather than “does not decrease”: Imagine 

that I persuade S of H by changing his degree of belief that H, but at the same time prompt him to reassess 

his utilities so that there is now a slightly larger value bias. In this case, I decreased the scientific rationality 
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By this definition, persuasion by decreasing epistemic motivation or by increasing bias are 

scientifically irrational, and so are combined methods which involve these. As one would expect, 

persuasion by coherent change of belief is scientifically rational. The case for persuasion by decreasing 

caution is more complex, because scientific rationality as presented in Part 4 does not constrain how 

cautious one should be. Unless we add a normative standard which constrains this value, a change of 

opinion by decreasing caution is of undefined rationality. Also of undefined rationality is persuasion by 

violation of act-independence, because scientific rationality is not defined for attitudes which are not act-

independent. 

 

 For much of the rest of this thesis, I will focus on just two general forms of persuasion: coherent 

change of belief and increasing bias. The former is what we think of as rational persuasion – the 

presentation of, or attention to, evidential or logical considerations – and is scientifically rational by the 

above definition. The latter is scientifically irrational but, unlike re-wiring someone’s brain, it preserves 

that person’s basic rationality, having its effect in virtue of that person’s prior beliefs and values. 

We can see the difference between these two forms of persuasion by imagining processes that 

might be going on in education. Imagine that a teacher asks a pupil to name the longest river in Africa. 

When the pupil says “the Orinoco,” the teacher says that it is wrong, and supplies the correct answer; “the 

Nile”. From then on, the pupil answers that question correctly. There is more than one hypothesis which 

might explain why his response has changed. One is that he trusts the authority of the teacher, and now has 

the belief that the Nile is the longest river in Africa, which is reflected in the answers given. Another 

hypothesis is that the pupil has learnt that giving “the Orinoco” as the answer will have several undesirable 

consequences: the question will be asked again, the teacher may react less favourably to him in future and 

the likelihood of the reward of being “top of the class” would be decreased. On this latter hypothesis, it is 

not assumed that the pupil’s beliefs about rivers have changed, or even that he understood the question. 

Both these hypotheses could be true at the same time: the teacher’s correction could revise the pupil’s 

beliefs and values. 

In the strict sense of the word, learning has occurred in both these situations. However, to any 

educationalist, the difference is of extreme importance. If the only thing to change is the utility of giving a 

particular answer in a particular context, then there is no reason to expect that the pupil’s actual behaviour 

will reflect the new knowledge. Education which proceeds mainly by connecting certain answers to 

undesirable consequences will make the pupil less open-minded: once the value bias is established, mere 

reasoning with the pupil will have no further effect on the opinion. In some educational contexts, for 

example where the over-riding value is to create or fortify a particular social order, this is a virtue, but to an 

educator concerned with creating or maintaining open-mindedness this is severely undesirable. 

                                                                                                                                                                             
of S’s attitude to H, but I have not persuaded S of H by decreasing his scientific rationality. This should 

still count as rational persuasion. 
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For a more subtle example of this difference, consider Smullyan’s drinking principle (Smullyan 

(1978)). The statement, “There exists a person, such that, if he (or she) drinks, then everyone else in the 

world drinks,” seems to be blatantly false, but with enough coaxing, people can accept that it is true 

(because there are people who do not drink, and they fit the description). When someone learns the 

“correct” answer (that the statement is true) have they truly learnt a conceptual or logical skill? A problem 

is that the statement has two interpretations. A logician’s understanding of “if” and “then” is purely truth-

functional and makes the statement true, whereas the everyday understanding of “if” and “then” has a 

causal connotation which could be phrased as, “There is a person who, by drinking, makes everyone else in 

the world drink.” Hence it appears that what someone does when they learn the “correct” answer is to 

change their interpretation of the statement. Since interpretation is another kind of decision (albeit 

unconsciously taken, for the most part), we have an alternative analysis of what is going on when someone 

accepts the truth of the drinking principle. It is not that they are improving performance on a task but are 

changing to the performance of a different task. 

An extreme illustration of scientifically irrational persuasion, connected to a current social 

controversy, is found in Ceci and Bruck’s (1995) review of research on children’s testimony in cases where 

children, under questioning by therapists, produce stories, and apparently form pseudo-memories, of abuse.  

In situations where an interviewer suspects that abuse has taken place but a child denies it, 

the interviewer often fails to take the denial seriously, and repeats the question. Children pick up on 

this signal that denial is the “wrong” answer and switch to the implicitly demanded affirmative 

response. In our system, this would count as increasing bias, in that a utility is being attached to one 

answer as opposed to another. 

If interviewers pay attention to and reward accusations of abuse, but not denials, children 

usually respond by embellishing their accusations. This would count as decreasing caution, because 

the reward attaches to detailed as opposed to general accusations. 

 

Some coherent change of belief may be involved as well, in that the adult’s pressure towards a 

particular answer may be taken by the child as evidence that that answer is factually correct. Where the 

question is on a matter of general knowledge, then this is very plausible, but on the other hand it must be 

highly implausible in cases where the question is about something the child felt or experienced, or about 

events where the child but not the adult was present. 

 We should expect children to be in general less epistemically motivated than adults because of the 

Delayed Value of Truth principle: the beneficial effects of telling the truth, such as earning a reputation for 

honesty and reliability, follow rather indirectly from the act of assertion itself, and hence require a lot of 

experience to learn. If adults were aware of this process, then they could correct for it in their evaluation of 

children’s testimony. However, it is implausible that adults in general are aware of it. So we have reason to 

expect that adults will overestimate the degree to which children are epistemically motivated and hence 

underestimate their susceptibility to value bias such as fear of an authority figure. 
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The process of motivating someone to give a particular answer to a question has certain definite 

advantages over persuasion by evidence or reasoning. These are only advantages from the narrow point of 

view of wanting someone to adopt a particular opinion: they might be tremendously objectionable from a 

wider moral viewpoint. 

One of these advantages is that by increasing bias you can persuade someone to take an opinion 

on an issue where there is no fact of the matter. This has a relevance to some tests of general intelligence, 

which involve tasks such as completion of a number series or completion of a geometric shape. As any 

student of inductive logic knows, tests which involve completion of a number series or of a pattern have no 

right answer, in the sense that there is a right answer to, “What is the longest river in Africa?” Given a 

series of numbers and asked to provide the “next in the series,” you can know that any answer is justifiable 

as belonging to some series, so your answer can be dependent on whether you prefer to create simple or 

complicated series. A similar point applies to pattern completion: if you value symmetry, you may 

complete a pattern one way, while if you like diagrams to look chaotic, you may prefer to fill it out another 

way. Such tests are intended to measure a general problem-solving ability, or a degree of conceptual 

sophistication, but they could also be viewed as testing how far the values of the subject conform to the 

values of the tester. 

“Odd-one out” questions are also in this category: given a small number of different items, there is 

a practically limitless set of categories that can be applied, and used to justify a particular answer. For 

example, which is the odd one out of “John”, “Neville”, “Margaret” and “Frederick”? The obvious answer 

is “Margaret”, because the others are all male names. However, if a subject gives another answer, it would 

be a severe mistake to infer that they had not noticed this fact. It may just be that he or she prefers a 

different kind of categorisation. Depending on the categorisation that appealed to you, you could answer 

“Frederick” (the others are names of British Prime Ministers), “Neville” (its last letter precedes its first in 

the alphabet) or “John” (the only one in which no letters occur twice). 

This potential confusion between test of intelligence and tests of value is a particular danger when 

the tests are particularly abstract, so it appears that there may be a trade-off between making tests abstract 

enough to minimise cultural effects while making them concrete enough for there to be a correct answer. 

 

Taking this idea further, we can recognise another feature of persuasion by increasing bias, which 

from an appropriate perspective is an advantage. If you were trying to “teach” someone a set of nonsense 

pseudo-facts (i.e. sentences that are ostensibly declarative statements but which fail to express a 

proposition), you would have to do it by revising their utilities, because there would be no belief for you to 

revise. Since belief is a propositional attitude, there is no such thing as a belief in a meaningless utterance, 

but opinions are attitudes to clusters of linguistic acts, so one could have an opinion which is strictly 

meaningless. In a social group where members are required to repeat statements without question, the 

meaninglessness of opinions need not be a disadvantage. It may even be advantageous to a totalitarian 

group to have meaningless doctrine, as learning it would constitute a test of dedication; of the subjective 

value of accepting the group’s authority. 
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Motivated Inference 

Now we consider a special case of self-persuasion by increasing bias which can plausibly be 

expected to be at work in real subjects. The operation of this process is something parallel to, but crucially 

different from, the normal procedure of inference which we called persuasion by coherent change of belief. 

The difference between the two kinds of inference is parallel to the distinction between the two doxastic 

attitudes of belief and opinion. Here, in summary form and then spelled out at length, is the argument for 

the existence of what I will call motivated inference: 

 

There is a social cost attached to having opinions that appear inconsistent with each other or with one’s 

actions. Therefore, the existence of a prior expression of opinion gives a motivation for one’s subsequent 

opinions and actions to be consistent with that opinion. This motivation counts as value bias, because the 

cost attaches to a particular opinion whether or not that opinion is true. If this motivation is enough to 

change an opinion from what it otherwise would have been, then what has happened is self-persuasion by 

increasing bias. 

 

There is no necessity that beliefs and opinions have the same content, nor is there any necessity 

that opinions are coherent. Hence there is no necessity that opinions lead to each other by patterns of 

inference in response to new information. However, for someone interacting and communicating over time 

with other reasoning agents there is a motivation to avoid appearing incoherent. Coherence here includes 

logical consistency but also other standards of agreement between opinions, or between opinions and 

actions. It also includes a modest sort of closure, since someone who had, and acknowledged, 

overwhelmingly good reasons to accept H but refused to take an opinion on whether or not H might come 

across as incoherent. 

The motivation to avoid appearing incoherent derives from the fact that subjects have repeated 

interaction with others, including linguistic interaction, and that lowered trust can lower the benefits of 

these interactions. Perceived irrationality can lead to a difficulty in persuading other people of one’s 

opinions and a difficulty in entering into transactions which require reliability and trust. What we require in 

order to trust someone is not that their opinions are constant, but that they change in a predictable way and 

are formed appropriately in response to (what we would take as) evidence. We also require that that 

person’s verbal behaviour will reflect their actual behaviour; for example, that they will carry out their 

promises, or that they will make a decision that reflects what they claim to prefer. 

If I tell someone about my car, describing it as roadworthy, but also state that its engine has 

exploded and it is burnt out, my audience may infer that I am not talking seriously, that I am using words in 

unfamiliar ways or that I am forming opinions in some epistemically meritless way which makes them 

essentially random. Assuming that these conclusions are taken inductively to be something of an indicator 

about the future, any of them can be reasons to distrust my future statements or promises. They are also 

reasons not to take my expressed opinions as reasonable predictors of my actions. Hence, in as far as I am 
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interested in others taking my utterances seriously, being persuaded by them or acting on them, a perceived 

incoherence is costly to me. 

This cost can be decreased if I present explanations or evidence which satisfy my audience that 

the change of opinion was reasonable. Imagine that the car I am telling my friend about is actually present 

for us both to see, and appears to be intact. If I say that it is roadworthy, but then we both see the engine 

explode, then I will appear incoherent if I do not acknowledge that my previous assessment was wrong. 

Similarly, if I can show or explain the basis of my change of opinion, then the coherence demanded is 

between my current opinion and that basis, instead of between current and past opinions. 

Even if my explanation is perfectly satisfactory in showing a justificatory basis for my new 

opinion, it may not be enough to totally remove the social cost resulting from lack of trust, because the fact 

remains that my opinion changed: the better the justification I have for my present opinion, the more cause 

my audience have for distrusting me for having formed the prior contrary opinion. 

 

Imagine that I adopt the opinion that H for purely epistemic reasons, then have a motivation to 

accept G because G logically follows from H and I want my opinions to be coherent. It might seem that I 

can call that an epistemic motivation, but here is where we have to make a crucial distinction. Though the 

acceptance of G comes from a desire for coherent opinions, that does not itself settle the issue of whether it 

is epistemically motivated. Coherence per se is not a value bias (and it might even be described as an 

epistemic value) but coherence with a particular proposition is a bias. 

In Part 2 we saw that wanting to have a true opinion about whether or not H is essentially 

different from wanting to have the opinion that H, which you happen to believe is true. Similarly, wanting 

whichever opinion about issue G is demanded by one’s opinion about issue H (whatever the answer to 

these issues turns out to be) is different from wanting to have a particular opinion about G, which happens 

to be demanded by an opinion one has about H. The first is an epistemically motivated attitude and the 

latter counts as non-epistemically motivated. It is when you utter, or otherwise make a commitment to, 

your opinion about H that the drive for coherence becomes non-epistemic, because it is only conflict 

between expressed opinions, not unexpressed ones, which risks appearing incoherent. 

  

Whereas normal inference is from beliefs to other beliefs, motivated inference can be from action 

to opinion or vice versa, as well as from opinion to opinion. If I do something then apparent coherence 

requires that I afterwards acknowledge (i.e. adopt the opinion) that I did it. If I say that my car is 

roadworthy and that I am prepared to drive someone on a long journey, then apparent coherence requires 

that I do not buy coach tickets. If the pressure to appear coherent results in my giving an opinion that I 

would not otherwise have given, then what has happened is what I am calling motivated inference. Taking 

the broad meaning of “persuasion” that was introduced earlier, it counts as self-persuasion by increasing 

bias, because it succeeds by adding a non-epistemic value to the adoption of one opinion. 

When I mention the cost of being perceived as incoherent by one’s audience, I do not necessarily 

mean an audience of other people. Each speaker cannot help but be aware of their own behaviour and the 
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internal deliberations, affirmations and imaginings that underlie that behaviour. People can also be 

assumed to have or aspire to positive perceptions of themselves; as being trustworthy, intelligent and 

epistemically successful. If these self-perceptions are rewarding to the subject, then something that 

threatens them, such as a manifest incoherence or hypocrisy, is a source of disutility. 

Imagine that I have a value bias towards a particular opinion, for example an opinion that the 

world was created recently. The value might be social, in that this opinion allows membership of a 

supportive social group, or internal in that it might be unpleasant to contemplate that humanity has an 

insignificant position in the universe. Reported evidence against this opinion is a source of disutility, 

because if I give up the opinion, I lose the non-epistemic benefits, but if I acknowledge that evidence and 

yet keep the motivated opinion, I suffer the cost of apparent inconsistency. 

There are strategies I can take to maintain the motivated opinion and diminish the perceived 

inconsistency. Some of these strategies involve adopting a new opinion, which I will call a face-saving 

opinion. For example, I could say that the alleged evidence must be misinterpreted, a fluke or fraudulent. If 

I adopt this sort of strategy then I face a dilemma. If I know and acknowledge the specific nature of the 

evidence, for example that annual geological processes can be traced back tens of millions of years, then 

my claim that the evidence is in some way faulty brings its own problems of incoherence, unless I have an 

additional rhetorical strategy which defuses this conflict. If on the other hand I do not know the specific 

nature of the evidence, then I am making a claim that purported evidence is mistaken (in this case, that the 

community of geologists is wrong on a basic fact) without having specific criticisms with which to defend 

this claim. Thus both these strategies potentially result in further perceived incoherence. If the cost of 

perceived incoherence resulting from the adoption of a face-saving opinion is less than that resulting from 

accepting the evidence against my biased opinion, then it is instrumentally rational to adopt it. 

In such situations, the existence of the young-Earth opinion provides a biased motivation to also 

adopt another opinion, which would not have been adopted if it were not for that value bias. This fits the 

above definition of motivated inference. It is vaguely similar to rational inference, in that one opinion 

produces another in accordance with some norms of reasoning, but it is not the same and the differences 

will be considered later on. 

Since the cost of incoherence derives from being perceived to be incoherent by your audience, this 

suggests another set of strategies for reducing the disutility of threats to your opinions. You can choose 

what other people you interact with; where to live, which groups to be a member of, who to communicate 

with, who to interact with professionally or economically and so on, selecting those who will be least 

bothered by your apparent inconsistency (or who will not perceive it as an inconsistency). This might mean 

selecting people who share your value-biased opinion and have no motive to question it, or it might mean 

selecting an audience who are not good at deriving logical consequences of opinions. 

These considerations show that a strategy which minimises the disutility of the threatening 

information would be a combination of two elements that depend on each other, perhaps with other 

elements. Firstly, a rhetorical strategy which saves face, or in other words minimises one’s incoherence in 
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the eyes of one’s social environment, and secondly, a social strategy that restricts one’s social environment 

to people who respond most favourably to that rhetorical strategy. 

 

This sort of inference mimics, but is not the same as, normal inference. If you give a very high 

probability to a theory, and revise probabilities in accordance with the standard rules of conditionalisation, 

then when encountering an alleged falsification, an entirely reasonable response is to give a high 

probability to the proposition that this evidence is misinterpreted, a fluke or fraudulent. This is how a 

reasonable person would react, for example, to a claim that the Earth is flat. As well as questioning the 

reliability of the report, you might question the way the alleged evidence was produced or even the 

principle of reasoning that connects this alleged evidence to your theory. This is rational in every sense so 

long as you have the information to justify the initial high probability attached to the theory. This move is 

not irreversible: if we assess in detail the evidence for the new claim and compare it to the evidence for the 

entrenched belief which it threatens, then so long as the probability is revisable, it is possible that the new 

claim may end up more probable (see “Open and closed-mindedness” in Part 2).  

This gives us two hypotheses that can be applied to a situation where someone has offered 

statement G as a reason for their opinion H. It could be that she genuinely takes G to be a reason for H 

being likely31, and that her stated opinions are epistemically-motivated, properly reflecting her underlying 

beliefs. Alternatively, it could be that she has no strong belief in G or H, but she recognises that G is 

enough to convince you of H, and so brings Y into the conversation to prevent H, an opinion to which she 

is strongly attached, from being questioned further. The more intelligent, informed and educated someone 

is, the more ability they will have to produce a statement G which will satisfy questioners, for example by 

producing a claim which cannot be checked by the audience but which could plausibly be assumed to be 

verified by the speaker. The conclusion from this may seem paradoxical: sophisticated argument skills and 

the drive for consistency may each appear to be intellectual virtues, but we have seen that they can actually 

impede epistemic goals. 

There are empirical differences between these two possible situations, simply in virtue of the fact 

that there are differences between epistemically motivated and value-biased attitudes, considered at length 

in Parts 4 and 6 of this thesis. Another way of identifying empirical differences between the two situations 

relies on the difference between the two functions of the inferred opinion G. In the first case, its function is 

                                                           
31 It is tempting to say that in these circumstances the justification E offered is what convinces the 

subject that H, but this is not necessarily the case. For example, she might have originally come to the 

opinion that H by having background knowledge K and receiving evidence E. Let us say that you now 

have a different set of background knowledge L, and the subject knows this. When asked to defend her 

claim that H, the subject does not necessarily have to give E, even though E is what she might describe as 

the piece of information that persuaded her that H. It might be more productive for her to offer another 

piece of information (perhaps a piece of the original background knowledge K) which, in the light or your 

background knowledge L, persuades you of H and thus makes her acceptance of H seem justified and fully 

rational. 
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to expose information or reasoning that the subject has, in light of which the claim H is warranted, whereas 

in the latter case the purpose of G is to discourage further questioning of H. To serve this latter purpose, G 

need not be declaratively meaningful, or have content which is semantically related to H. 

Consider for example hostile strategies such as ad hominem attack against a questioner, or a shift 

of subject onto the questioner’s own opinions (“tu quoque”). This might discourage further questioning by 

showing it to be unproductive, diminish the importance of the speaker’s apparent incoherence (because 

supposedly people with contrary opinions are untrustworthy as well) or diminish the perceived importance 

of attacks on the speaker by portraying them as value biased. In these ways, hostile strategies serve the 

purpose of defending non-epistemically motivated opinions but not the epistemic purpose. Many kinds of 

fallacy or biased reasoning can be expected to occur as honest mistakes in sincere attempts to defend or 

explain the holding of an opinion, hence the use of hostile debating tactics is not a perfect indicator of 

motivated inference. However, some debating strategies, such as these, are difficult to explain as honest 

mistakes. To someone whose opinions are epistemically motivated, an informed questioner is potentially a 

valuable ally in the context of a debate, in that they might correct false reasoning or information and thus 

help achieve epistemic goals. So a hostile debating strategy may well be better explained by motivated 

inference, as opposed to epistemically-motivated-but-mistaken inference, and hence may count as 

supporting evidence for it.  

Another debating tactic that may be an indicator of motivated inference is obfuscation. If the 

subject does not actually have grounds for H but wants to defend it because of a value attachment, then it is 

advantageous to credibly portray the justification for H as being accessible to the speaker but not accessible 

to the questioner. One way is to express a justification for H in a way which cannot be understood by the 

audience but can plausibly be assumed to be understood by the speaker. It is subjectively disadvantageous 

to set out the face-saving justification for H in a very clear way, because this risks exposing any 

incoherence in it. As with hostile strategies, obfuscatory strategies cannot be a perfect indicator of 

motivated inference, because there are other reasons why the language used to express or defend an idea 

may be difficult to understand. Still, in certain situations motivated inference might be a particularly good 

explanation of someone’s behaviour, and might thereby be empirically supported by it. 

There is perhaps a further avenue of philosophical research in the distinction of epistemic and 

non-epistemic strategies in debate, using the above method of drawing out the consequences of 

hypothetical situations. 

 

Cognitive Dissonance 

Motivated inference may seem to overlap with a very influential and much tested theory in social 

psychology, known as cognitive dissonance. A survey of cognitive dissonance theories, and the 

experimental paradigms used to research them, is given in Harmon-Jones and Mills (1999). Some of the 
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explanations given in discussions of cognitive dissonance are dubious, and part of the reason for looking at 

the theory now is to attempt to relate it to the system of explanation developed in this thesis. 

Cognitive dissonance is an effect in which the subject finds a conflict between cognitions, or 

between cognitions and behaviour. Cognitions can include perceptions, memories, or attitudes to factual or 

moral issues. This conflict creates an unpleasant state of arousal, and the subject works to remove this by 

resolving the conflict. This resolution involves changing whichever cognition or behaviour is least 

entrenched. If the conflict is between a past action and a current attitude, then the current attitude has to 

change. 

A classic example from the theory’s progenitor Festinger (1957) is of the smoker who hears that 

smoking is bad for health. The tension between this knowledge and the acknowledgement that he does 

smoke constitutes dissonance. This illustrates that dissonance is not necessarily inconsistency: there is no 

inconsistency between, “I am a smoker,” and, “Smoking is bad for health”. One response to the new 

information might be to cut down on smoking, but that is not the only thing that can change. An alternative 

is to maintain the behaviour but to diminish the discomfort caused by the cognitions. The smoker might 

diminish the importance of the new information by adopting a position of distrust towards it, by entering a 

state of denial or self-deception about how often he smokes (“I’m not a heavy smoker”), or by focusing on 

more significant health risks (“Everything is bad for health”). By focusing on the pleasure or relaxation he 

gets from smoking, he can justify saying that the health risk is acceptable. 

Festinger and colleagues also did a study of groups who make definite falsifiable predictions 

which are falsified. As part of this study, they infiltrated a group who supposedly received messages from 

aliens via a medium (Festinger et al. (1959)). The medium made a decisive prediction to the effect that at a 

particular time North America would be subject to a mighty flood, from which the group members would 

be saved by aliens in flying saucers. The most dedicated followers committed to this opinion both by 

proclaiming it in the context of the group, and more severely by giving up jobs or possessions in 

preparation for the journey. When the allotted time passed, they were faced with a decisive falsification. 

One coherent way to resolve this would be to accept that the medium’s claims were unreliable and to leave 

the group. This was the route taken by those who had not made a strong commitment to the prediction. 

Another coherent way to resolve the tension, and the one that all but the least committed members actually 

used, is to introduce a new, face-saving opinion; in this case, that they had prevented the flood by their 

own faith, or that the medium’s reports had been accurate in warning of great danger but merely wrong 

about the date. 

Since cognitive dissonance is resolved in a way responsive to concerns such as the level of social 

investment that one has made in an opinion, it should be regarded as non-epistemic. Festinger et al. also 

noted that the group became more keen to proselytise to others after the disconfirmation, as had other 

similar groups historically. This suggests that they were following one of the strategies mentioned earlier 

for coping with perceived incoherence; expanding the audience who would consider their opinions 

reasonable rather than absurd. 
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The instances of cognitive dissonance we have considered so far follow straightforwardly the 

pattern of motivated inference described above, but another cognitive dissonance phenomenon fits less 

straightforwardly; the negative incentive effect. The classical demonstration of this effect is the Festinger 

and Carlsmith (1959) experiment which involved subjects in an extremely dull and monotonous task. After 

this session, the experimenter asked each subject to describe the task in positive terms (as exciting and 

rewarding) to another group of subjects. As with so many classic experiments in social psychology, a 

deception was involved: the subject was made to think that he or she is helping the experimenter with 

research into the effects of prior information on perception of the task. The subjects were either offered a 

small amount of money (one dollar) or a large amount of  money (twenty dollars) to give this false 

testimony. The result of the experiment comes from a follow-up in which subjects are asked their opinions 

of the task. Those who were given a small amount of money to testify positively (the one dollar group), 

evaluated the task much more positively than the other group. Their attitude towards the task changed in 

the direction of the false testimony they had given. The classical interpretation of the Festinger and 

Carlsmith experiment identifies “The task was dull” and “For only a dollar, I described the task as 

enjoyable,” as the conflicting cognitions. By changing the former opinion, the subject could reduce the 

dissonance. 

This result is the opposite of what we would predict from a very coarse behaviourism. The activity 

that was weakly rewarded was internalised and repeated in the absence of the reward, but the same activity 

with a stronger reward (the twenty dollars) was not repeated, hence the term “negative incentive effect”. 

Cognitive dissonance phenomena have been very successfully replicated in a great many 

situations, with different types of task and reward. It has some significant corollaries which have been 

independently demonstrated. Here are some examples. 

• Membership in a group is valued more when initiation into that group involves hardship 

(Aronson and Mills (1959)). The cognitive dissonance explanation posits dissonant 

cognitions that might be “I have invested a great deal in membership of this group” and “This 

group gives me no benefit”, or perhaps these two plus “I never invest my effort in futile 

things.” 

• Subjects benefit from therapy more when that therapy requires effort. In fact a therapy which 

involves effort without any psychotherapeutic theory or procedure (e.g. a programme of 

physical exercise) can have results that are as good as the orthodox therapy (Axsom and 

Cooper (1980)). There are also greater benefits when subjects are highly aware that 

participation in the therapy is their own choice. This would be explained in terms of a 

cognition such as “I never make stupid choices”, if we equate entrenched cognitions with 

those of which one is highly aware.  

• People’s evaluations of a good they have acquired can be influenced by hardship they have 

gone through to get it. Many people in a consumer society can identify a time when they 

bought something at a significantly great expense, or after spending a great deal of effort, and 

refused to acknowledge the disappointing quality of the item until sober hindsight eventually 
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prevailed. Here again, the dissonant cognitions are assumed to be “I bought this for a lot of 

money”, “This is poor quality” and “I do not make stupid purchases.” 

This very well-replicated phenomenon bears on the issues of non-epistemic motivation and 

motivated inference, although there are some differences. My purpose here is to examine how closely they 

relate. What I am calling motivated inference does not necessarily involve arousal, as cognitive dissonance 

does. The concept of motivated inference makes reference to the subject’s motivations but is agnostic 

about whether these are experienced as emotions. What is called a “cognition” in cognitive dissonance 

theory seems to correspond to what is here called an opinion, but whereas it is crucial to the definition of 

an opinion that it is expressed linguistically, this is not explicitly specified in discussion of cognitions. 

However, a viable way to understand cognitions is as the subject’s self-presentations of aspects of reality. 

Festinger’s example of the smoker is described not as involving dissonance between the act of smoking 

and the claim that smoking is unhealthy, but between acceptance of the fact that he smokes and acceptance 

of the claim that smoking is unhealthy. Festinger and Carlsmith’s explanation of their results contrasts two 

statements that the subject can be assumed to potentially entertain to themselves, and much other research 

in cognitive dissonance examines conflicts between the subject’s acknowledgement of their own behaviour 

and moral or factual principles, stated in language, that they are prepared to accept. For these reasons, I 

submit that “cognitions” should be taken as roughly the same as “opinions,” or perhaps a broader category. 

There are various theories which give differing accounts of the exact conditions under which 

cognitive dissonance should be expected to occur and of the origin of the aversive state. These include the 

Impression-Management theory which states that dissonance is resolved so that other people will form 

favourable impressions of the subject and the Self-Affirmation theory which states that dissonance is a 

threat to self-worth. This latter interpretation might be regarded as a variation of impression management 

theory, in that subjects are serving as their own critical audience, pre-emptively weeding out apparent 

conflicts. In other words, impression management might be the historical root of cognitive dissonance 

without being its proximate psychological cause. 

The developments of cognitive dissonance theory since Festinger could be said to be largely 

focused on the role of the self-image, these developments including the self-affirmation interpretation and 

Aronson’s self-consistency interpretation (which says that dissonant cognitions are those which conflict 

with the self-image, whether positive or negative). Although these versions of the theory define dissonance 

as a conflict between a cognition and one’s (usually positive) self-image, one could update Festinger’s 

interpretation of dissonance as a drive towards (perceived) consistency per se, with the additional 

assumption that certain cognitions about the self are especially well entrenched, such that threats to them 

produce particularly high arousal. 

 

The cognitive dissonance findings support the idea that motivated inference does actually occur. 

From the present perspective, all we need to assume is that: 

• Perceived conflict between opinions, or between opinions and facts, or between opinions and 

behaviour, bears a social cost. 
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• Individuals take strategies to reduce conflict (or at least perceived conflict) in order to avoid 

this cost. 

• The strategy taken is specifically a utility-maximising strategy. 

• Individuals are non-epistemically attached to certain opinions or to behaviour, especially 

opinions that constitute the self image. 

From these assumptions we can derive the prediction that when some new fact, individuals will 

make changes of behaviour or opinion, so long as the disutility of that change is justified by the utility of 

the defended opinion, and that this would be independent of the epistemic merits of the threatened opinion 

or of the face-saving opinion. The arousal-reduction process seen in cognitive dissonance experiments is 

merely the mechanism by which the utility-maximising face-saving strategy is chosen. 
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Summary 

• In the context of the decision-theoretic model, there are many different kinds of change in attitude 

that could cause a change of opinion. Each of these can be thought of as a process by which 

someone might be persuaded of a particular opinion, although there is no reason to think that real-

world processes divide up in exactly the way suggested by the model. 

 

• Among these processes, there is one that is clearly rational in the scientific sense and there are 

others which are clearly scientifically irrational. The clearest example of the latter is that of 

persuading someone that H by increasing the value bias that they attach to the opinion that H until 

it overrides whatever other values are operative in that choice of opinion. 

 

• For agents cooperating with others in a social environment, there can be expected to be a pressure 

to have opinions which are coherent over time and which are coherent with one’s actions. This 

pressure counts as a value bias because once a commitment has been made to an opinion, the 

motivation attaches to subsequent opinions purely in virtue of their content’s coherence or 

incoherence with that original opinion, not because of their epistemic merits. 

 

• These considerations point to two processes of inference acting in parallel. One of these works at 

the level of belief. This would include, for example, belief change that is directly due to 

perception. The other works at the level of value and action, and works by motivating opinions or 

actions as a defensive strategy, to make other opinions and actions seem reasonable. 

 

• Cognitive dissonance, a much-studied process in which opinions and behaviours change to 

maintain coherence with each other and with the subject’s self-image, shows that motivated 

inference is a real phenomenon. 


