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Part 6: Information-Gathering Behaviour 

Value of Information as a Scientific and Philosophical Problem 

That information is sometimes useful to people, in a way that admits of degree, is something that 

we tacitly acknowledge in many ways. When we tell someone a rumour or a news story we are making 

some judgement about both the person and the information to the effect that the particular information we 

are giving is valuable to that person (perhaps subjectively, in that it is something that they are interested in 

hearing, or objectively, in that it will prove useful to them whether they are presently interested or not). A 

newspaper editor has to make particularly fine judgements about the subjective value of many pieces of 

information, not only in choosing which stories to include but also in prioritising those stories and giving 

them a headline. 

The value of information is not just a theoretical construction but can be felt as a deep and intense 

desire. One example is the desire to find out what has happened to a friend or relative from whom one has 

not heard for a long time. Entertainment that has a narrative form, including films or novels, builds up in its 

audience a desire for information: we dearly want to know if the murderer will be identified or the lovers 

reunited. Schelling’s (1988) paper, “The mind as a consuming organ,” surveys a number of situations like 

the above in which people attach great value to pieces of information and argues that a large portion of the 

economy is driven by such desire. 

From the point of view of a folklorist or sociologist there are interesting questions about the 

source of such desire. For example, why do certain stories spread through a community like wildfire when 

others of more practical significance do not? It often happens that a rumour spreads through a group of 

people but does not spread through another group when it is introduced. What differences between the two 

groups could account for this? 

Underlying these problems are philosophical questions of what it is that makes information 

valuable and of what has to be known in order to say whether a given source of information will be 

valuable to a given person. A philosophical understanding of the choice of information source thus has a 

normative application in exposing the structure of (ideal) scientific inquiry and a descriptive application in 

understanding the social distribution of opinions or stories. 

As an example of the relevance of the philosophical task to the sociological task, I offer a possible 

explanation for why rumours and myths spread so readily. Such stories serve a social role, such as 

providing excitement or enforcing a cautionary lesson; roles that they would fill whether or not they are 

true. Yet if they were recognised as mere myths which only exist for this purpose, then there would be no 

motivation for passing them on as reportedly true stories. One hypothesis worth exploring is that we 

frequently over-estimate the degree to which each others’ utterances are epistemically motivated. In other 

words, we are simultaneously in the habit of telling stories purely for amusement, with little regard for their 

truth, and expecting other people to tell stories only because they are true. 
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There is within 20th Century philosophy of science a tradition which tries to quantify information 

and/or explain both why scientists should collect information and why they should make use of all 

available information. Corresponding to each question is a principle which philosophers seek to justify: the 

Scientific Value of Evidence Thesis (SVET- this term comes from Maher (1990)) says that information has 

a positive (or at least non-negative) value for scientists and the Principle of Total Evidence (this term being 

due to Carnap) says that they should use all available information when making inferences. This tradition 

starts with the fact that there are people or organisations that perform experiments, at enormous cost in 

many cases, and tries to construct a framework within which this is rational. As with the literature on 

epistemic values in general, the focus has been purely on defining an ideal. The question of why and how 

someone would differ from this ideal is not explored. 

The nontrivial nature of SVET is illustrated by Maher (1990), who shows that neither Popper’s 

nor Kuhn’s philosophies give reasons why scientists should gather evidence. To a Popperian, one seeks 

evidence so as to eliminate false hypotheses, but as Maher points out, new evidence can, and often does, 

lead scientists to reject true hypotheses. A similar point tells against Kuhn: he has no argument that 

evidence-gathering serves the goals of science, and thus no explanation of why evidence-gathering is 

rational.  

Decision-theoretic work in philosophy of science provides an answer where other approaches 

have failed, and that the value of information is connected to the value of truth. This gives us an answer to 

the question raised by Ayer (1957): 

“[W]hy have we to take as evidence the total evidence available to us, whatever that 

may mean? What sort of principle is this? It can hardly be a moral principle. So far as 

morality goes, we might equally well choose to rely on the evidence which yielded the 

highest degree of confirmation for the hypothesis in which we were interested.” (p. 14) 

 

Ayer omits that there was already a literature on the ethics of belief (e.g. Clifford (1901)). The 

answer from the present system is not a moral principle but a pair of conditionals. If your attitude to a 

particular inquiry is a value bias towards a particular opinion, then it is sensible to consider only the 

evidence which confirms that opinion. If, on the other hand, your interest is in true opinion then it is 

sensible to acquire whatever evidence comes reasonably cheaply. Moral arguments about whether you 

should seek true opinions can then be turned into a moral principle of relying on all the available evidence. 

Two Attempts 

Before looking at the most prominent results on information and its value, I will consider two 

papers which seek to explain how information is valuable to scientifically ideal agents. Since these projects 

involve defining ideal scientific attitudes, it is worth considering those ideals to see if they fit the 

requirements of Part Three. 
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The standard account of the value of evidence, as we shall see later, reduces the value of 

information to the value of other actions. A result which explains the value of collecting information in 

terms of the utilities of other acts may seem to reduce cognitive considerations to practical considerations. 

It may seem to explain the utility of research in applied science but not in pure science. Horwich (1982) 

takes this view, rejecting the decision-theoretic solution because a satisfactory answer should explain, 

“why we should think that further evidence would be desirable even when our purpose is purely scientific- 

when our concern is solely with the truth and we give no thought to the [...] practical actions that we ought 

to perform.” As Maher (1993) points out, the inclusion of cognitive acts in a decision table gets around 

this, allowing us to explain the value of information without reducing it to practical value. 

 

Having criticised the decision-theoretic account, Horwich constructs a purely probabilistic rival. 

He defines the error of H if H is true to be 1–P(H). He goes on to show that determining the truth of E and 

then assessing the value of P(H), as opposed to assessing P(H) on just the present evidence, decreases the 

expected error. E has to be a proposition about which the subject is initially uncertain and which is relevant 

to H (i.e. P(H|E) ≠ P(H|¬E) ). 

This result in itself does not resolve the problem of the value of information. One has to assume 

that the goal of a scientist is to minimise the expected error, and while this is not an outrageous assumption, 

it certainly looks ad-hoc. In addition to these problems, this account is unsatisfactory due to being purely 

probabilistic. Horwich’s reasoner does not perform acts, so it is not going to help with the question of why 

the act of collecting information should be worthwhile. 

 

Maher (1993) interprets the Horwich approach as a covert appeal to cognitive utilities. Maher’s 

criticisms of Horwich are also different from mine. He criticises the argument on the grounds that 

Horwich’s idealised subject could increase their expected utility merely by making an arbitrary change in 

the probability of H. 

If valid, this criticism is fatal to the present system as well as to Horwich’s, so I will explain why I 

do not think it is valid. Even when decision theory is used descriptively, “Martin will do A” does not 

follow from “A maximises Martin’s expected utility.” A Bayesian agent chooses the act with the highest 

expected utility of the acts which are available. Hence, for Maher’s criticism to work, an arbitrary change 

of probability must be an act that is available to the subject. In other words, there must be a row in the 

decision table corresponding to a change of subjective probability to a particular value. 

Are we capable of such acts? Here is an example. I unwrap my Christmas present, to find that it is 

a big woolly jumper. My probability that my Christmas present is a woolly jumper is now very close to 1. 

Can I now make an arbitrary change in my degrees of belief, so that this probability drops to zero and the 

probability that I have been given a flash new computer rises to one? This sort of consideration is part of 

the motivation for the belief-opinion distinction: only opinion, not belief, is under direct voluntary control. 

If we notice that some feature or disposition of a subject is prone to arbitrary, voluntary change, 
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independently of evidence about H, then we have reason not to treat it as that subject’s degree of belief in 

H. 

Weintraub (2001) has an argument that beliefs themselves cannot be chosen by considerations of 

utility, which depends on producing an infinite regress. This regress starts when we recognise that the 

expectation that one belief will result in a higher utility than another is itself a belief. If beliefs themselves 

can be legitimately chosen by their utility, it makes sense to ask if this has higher utility than a converse 

expectation. If it does, then this constitutes a higher-level expectation. The only way to avoid the regress is 

to deny that beliefs themselves are chosen by maximising their expected utility; in other words to stick to 

an orthodox decision-theory framework as used in this thesis. 

 

Horwich seems not to have read Hintikka and Pietarinen (1966), which is a pity as they not only 

anticipated the formal aspect of his system but also explicitly ascribed a utility function to their 

hypothetical reasoner. Hintikka and Pietarinen present a decision table for a binary choice between 

accepting H and accepting ¬H. For them the utility of accepting a true hypothesis H is equal to the content 

of that hypothesis, where content is 1–P(H), and the utility of denying a true hypothesis is the negative of 

its content, i.e. – (1–P(H)). P(H) in this context means the prior probability. For someone with such a 

decision table, the hypothesis with the greatest utility is the one which is most strongly supported. This 

could be called a decision-theoretic reconstruction of part of Popper’s philosophy of science: the ideal 

scientist envisaged by this decision-theoretic chooses theories that were initially improbable but have been 

corroborated by testing, rather than those with the highest probability. 

This approach is vulnerable to similar criticisms to those which apply to Horwich: Hintikka and 

Pietarinen give sufficient conditions for the valuing of information, but not necessary conditions. Must 

everyone with a scientific attitude have these utilities, and if not, how far away can one get and still be 

scientific?  

 

Applying utility analysis developed in Part Two shows that the idealised reasoners of Horwich 

and Hintikka and Pietarinen all exhibit scientific rationality, when dealing with a hypothesis for which 

1>P(H)>0. The Hintikka and Pietarinen reasoner has the following decision table: 

 

 H ¬H 
AH 1–P(H) –P(H) 

A¬H P(H) –1 P(H) 
 

To repeat the rationale for this table, the utility of accepting a true hypothesis H is equal to the 

content of that hypothesis, where content is 1 – P(H), and the utility of denying a true hypothesis is the 

negative of its content. 

Applying the utility analysis developed in Part Two, we find that a = 1 – 2P(H), s = 0 and c = 1. It 

turns out that the Hintikka and Pietarinen’s reasoner has scientific rationality according to our definition, so 
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long as 0<P(H)<1 (this is the condition under which |a|<|c|). Two odd features of their decision table are 

worth pointing out. Firstly, s, the value of the state itself, is always zero. No one who reasons about 

whether an astreroid is about to hit the Earth will have utilities that fit this scheme. We also find that when 

P(H) is exactly 0 or 1, the agent is indifferent between accepting H or ¬H. To be indifferent between the 

assertion and denial of something of which one is certain would be a very unusual attitude to say the least, 

and definitely not a scientific ideal. 

 

Horwich’s scientific attitude can not strictly be given a utility analysis, because his reasoner does 

not perform “acts” as such. We can do something similar to a utility analysis if we take the rows of the 

table to represent “Give H a probability of 1” and “Give H a probability of 0”. These are not cognitive acts, 

any more than beliefs are opinions, so the b,a,s,c analysis does not give a complete description of the 

attitude as it does with the other examples.  

 

 H ¬H 
P(H) = 1 0 –1 
P(H) = 0 –1 0 

 

To repeat the rationale for this table, the error of probability function P(.) is zero when P(H)=1 

and H is true, and one when P(H)=0 and H is true (and the same applies to ¬H). Error is an undesirable 

thing, so it is given a negative sign. 

The values obtained are b=−1, a=0, s=0 and c=1. Hence Horwich’s reasoner is an ideally rational 

reasoner, in as far as this particular analysis is applicable, but there are uncountably many attitudes which 

are ideally rational but which are not compatible with Horwich’s scheme. (A very similar criticism was 

levelled at Hesse in Part Two). 

Measuring Information 

Having examined two less orthodox accounts of how information is valuable to ideal scientists, I 

come to the mainstream account of information and its value. This account does not seem to involve a 

scientific ideal, but turns out to be connected to the question of scientific ideals via the distinction between 

epistemic and non-epistemic values. Firstly we will look at how information can be quantified, then at the 

standard result on its value. 

The issue of how to quantify information has come up frequently in the literature on inductive 

logic (e.g. Hempel & Oppenheim (1948), Carnap and Bar-Hillel (1952)). What is agreed is that 

information content is a quantity attaching to propositions. When you receive the message “Supper’s 

ready”, we say that strictly the information content attaches not to that utterance but to the proposition that 

you have received that utterance. As such, information content can be represented as a mathematical 



Value and Belief, by Martin Poulter, infobomb.org. Adapted from PhD thesis of 2003  

 

This work is licensed under a Creative Commons – Attribution – ShareAlike 3.0 Unported License. 

Author: Martin L. Poulter, infobomb@gmail.com  Page 148 

 

function over sentences of a logical language, much like probability or utility functions. The common 

theme between different proposed measures is the principle, found in Popper and in Wittgenstein, that a 

proposition is informative according to how many possible situations it excludes. Popper and others have 

insisted that the information content of H is measured by 1−P(H) where P(H) is the logical probability of 

H32. This means that the information content is just the ratio of possibilities excluded by H to all logical 

possibilities. This measure meets a basic requirement of a measure of information. Namely that, if B is a 

proposition which has a non-negligible probability given ¬A, then A∧B is more informative than A, 

because it is true in fewer situations. A∨B, on the other hand, has less content. 

However, the question of how to measure information has been decisively solved by Shannon 

(Shannon and Weaver (1949)) in a paper that is crucial to what is now called information technology. To 

show what is at stake, I will explain how Shannon derived his measure and then show why Popper’s 

measure is unacceptable. 

Shannon based his measure of information on requirements of logical consistency. Indeed his 

work is very similar to the Cox proof of normative Bayesianism that we considered in Part 1. Like Cox, 

Shannon set out consistency requirements on a type of formal system as mathematical constraints on a 

function, then showed that the functions satisfying these constraints differ only trivially from each other, 

and hence that there is really only one consistent measure. 

To illustrate what is meant by a consistency constraint in this context, imagine that you receive 

two successive messages through the same channel each consisting of one letter of the alphabet. Imagine 

separately that you receive a single message consisting of two letters of the alphabet. It should be clear that 

these are different descriptions of the same situation, hence any truly propositional measure should give 

them the same value. Put another way, measures of information content should give the same value to 

“You receive ‘A’ followed by ‘B’” as to “You receive ‘AB’.” 

At the moment, we are concerned with measuring the information content of the message ‘AB’, 

not in the sense of how much is tells us about a particular issue, but in the sense of how much information 

would be required to unambiguously transmit the message down a hypothetical communication channel. 

This intrinsic complexity or information content is referred to in the theory as its self-information, whereas 

the extent to which a message is informative about whether or not H is called its cross-information on H.  

With Popper, let us take 1-P(H) to measure information content, where each letter is taken as 

equally probable. In the first situation, the information content of the first message, whichever letter it turns 

out to be, is 25/26. Since there are two individual messages, the total information received is 50/26. In the 

second situation, the total number of possible messages (two-letter sequences) is 676. Whatever message 

you receive will logically exclude 675 of these messages, so the total information received is 675/676. 

                                                           
32The logical interpretation of probability holds that probability statements express degrees of 

entailment between propositions. This is different from the Bayesian subjectivist interpretation, interpreting 

probabilities as degrees of belief, used by the present thesis.  
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Thus we have reached two entirely different values depending on how a particular message was described, 

and this serves to illustrate the problem with using a non-Shannonian measure. 

Shannon’s measure itself uses logarithms. The information content of a particular message A, 

called its surprisal, is −logP(A). It does not matter which base we use for the logarithm so long as we are 

consistent: this is the sense in which there are different mathematically allowable measures, but they differ 

only trivially. When base two is used, the resulting unit of information is called a ‘bit’ (short for “binary 

digit”).  

In the above example, each one-letter message has a surprisal of −log21/26 = 4.7 bits, and a two-

letter message has a surprisal of −log21/676 = 9.4 bits.33 Hence we see that the additivity requirement (that 

the content of two one-letter messages is that same as that of the one two-letter message) is satisfied. Like 

probability and utility, information content is a propositional measure which obeys the expectation 

principle. If we do not know what a particular message is, but that it is the answer to a question whose 

possible answers are A1, A2, A3,…, An then the information content is the expectation of the information 

content over all possible messages, in other words the sum of −P(Ai)logP(Ai). An information source or 

communications channel can be thought of as a question with one of a (possibly very large) set of possible 

answers. 

This defines a crucial term in information theory: entropy. Calculating the expected information 

content for the set of possible answers to an inquiry gives us the entropy for that inquiry, which can 

informally be regarded as a measure of uncertainty attached to it. If a subject is irrevocably certain about an 

issue, in that one answer is given probability one while all others have probability zero, then the entropy is 

zero. When we have a finite set of mutually exclusive hypotheses with no information to discriminate 

between them, then entropy is at its maximum when all are given the same probability. 

 

Since information content measures are simply descriptions of probability functions, it may seem 

that we do not gain anything by talking of information content that can not be expressed in terms of 

probability. However, information theory gives us a perspective on inferential tasks that we can miss if we 

talk entirely in terms of probability. To illustrate this I will consider a standard example. In a particular 

city, it rains three days out of four. The local weatherman makes a forecast for rain half the time, no rain 

the rest of the time. His predictions are such that he correctly predicts rain half the time, correctly predicts 

no rain a quarter of the time and incorrectly predicts no rain the remaining quarter of the time. This can be 

expressed in the following table of probabilities (not to be confused with a decision table). 

 

 Rain No Rain 

                                                           
33 This incidentally illustrates another advantage of Shannon’s information measure over 

Popper’s. For any reasonably unexpected proposition, the Popperian information content is always just 

under 1, whereas Shannonian content has no upper bound. 
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Rain forecast 50% 0 
No Rain forecast 25% 25% 

 

Here is the problem. Someone who predicts rain for every day will be right 75% of the time. 

Someone who accepts the weatherman’s forecast also has a probability of 75% of being right on any given 

day. So why is the weatherman any use? The answer is that we do not simply have to accept the 

weatherman’s forecast but use it as an information source. In other words, rather than taking the “No Rain” 

forecast uncritically, we can conditionalise on it to get a new probability of rain (in this case 50%). 

We can measure the forecaster’s usefulness in terms of the reduction in entropy: a perfectly 

reliable forecaster would reduce the entropy to zero. The entropy resulting from consulting the weather 

forecaster is zero if the forecast is for rain and one bit if the forecast is no rain. Since these are equally 

likely, the overall entropy is half a bit. Given just the 75% chance of rain on any one day, the entropy is 

.811, so the benefit of this forecaster is a .311 bit reduction in entropy. The information content of 

predictors is thus a more meaningful comparison than their probability of being correct. 

Part 3 argued that the ideal epistemically motivated agent is one with the Bernardo utility 

function. One of the consequences of this utility function for the inquiry into whether or not H, and one of 

the arguments for it being a scientific ideal, is that experiments are valued in so far as they provide 

Shannonian information about H. Here I introduce a graphical representation of the value of information, 

which I call an investigation curve; a plot of the utility of reliable information against (pre-test) probability. 

For the Bernardo agent, the utility of information is proportional to the expected information content of a 

reliable message about H, also called the entropy of H (Figure 3). 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3: Investigation curve for a Bernardo agent 

 

This curve fits common-sense ideas of the value of information: 

P(H) 1 

Utility of reliable test about H 

0 
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• At P(H) = 1, the utility is zero: there is nothing to be gained from testing something that you 

know to be true. 

• At P(H) = 0, the utility is zero: the agent is certain that the experiment will not prove H, so 

does not expect any change of probability function. 

• Between these, there is a mode corresponding to the enquiries which are most worth 

investigating. 

  

Tennant (1995) considers a hypothetical choice of whether to invest in the search for extra-

terrestrial intelligence. He assumes that the search would be done out of pure curiosity; that there would be 

no practical benefits of finding out one way or another. He arrives at an equation for the expected 

epistemic utility which gives a parabolic curve; not exactly the same shape as the graph of information 

content, but with the same properties described above. The conclusion he draws from this is called the 

paradox of juggled probabilities: in order to persuade sceptical congressmen to fund a search for extra-

terrestrial life, one should use a rhetoric which is persuasive but not too persuasive. Imagine a congressman 

who initially has a probability very close to zero that the project will discover a radio signal from an alien 

civilization. If he is persuaded strongly that the project will succeed, so that his probability of success 

becomes 0.5, then he will regard the investigation as worthwhile. If he is persuaded even more strongly 

that there are alien civilizations, then he will attach a smaller utility to the investigation, to the point where 

he is absolutely convinced and sees the project as a test for something which is already obvious.34 Despite 

the name, this is not a paradox; merely a counter-intuitive principle of decision theory. 

 

The Bernardo agent, we now see, is ideal in the sense of wanting information precisely in so far as 

it is informative, as well as in the sense of always giving truthful reports of subjective probabilities. It is 

now appropriate to ask when and how information is valuable for other kinds of agent, in particular those 

that have a finite choice of acts, such as we considered in Part 2. 

                                                           
34 Tennant interprets this to mean that a sufficiently persuaded congressman will not approve 

funding for the search for alien signals, but this is not necessarily true because someone with no 

uncertainty about the existence of alien life may still be maximally uncertain on the interesting questions of 

where and how close it is, what form it takes, and so on. 
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The Standard Account of the Value of Evidence 

 The mainstream literature on the value of obtaining information reduces it to the value of other 

acts. This fits the common-sense notion of why information is valuable: for example, if your car runs out of 

petrol on a highway, you want to know where the nearest garage is so that you can decide in which 

direction to walk. The budget speech merits a great deal of media coverage and analysis because the 

soundness of purchasing and investment decisions depends on the changes that are proposed. If this is how 

information has value, then the above-mentioned sociological task of explaining why sectors of the 

population differ in their demand for information looks in principle solvable. 

 Savage (1950), Good (1966), Raiffa and Schlaifer (1961), Lindley (1965) and Adams and 

Rosencrantz (1980) have all produced similar formal results showing that performing an experiment and 

conditionalising on the outcome does not decrease the maximum expected utility, so long as the 

probabilities of the states are act-independent and the utilities of the states are act-dependent. In other 

words, the maximum expected utility is increased when the choice of act makes a difference to the utilities 

of different states, but not to their probabilities. It follows that an experiment should be performed if this 

gain in utility outweighs the various costs of performing it. According to Skyrms (1990), the first 

occurrence of this insight is in a manuscript by Ramsey dating from the 1920s. 

The result can be understood if we take the following decision table as an example. The acts A, B 

and C can be any kind of cognitive or practical act. 

 

 X Y Z 
A 2 4 6 
B 5 7 3 
C 8 1 4 

 

We are going to add a new row to this table; one that corresponds to “Collect reliable information 

about the state of the world, and then choose between A, B and C.” How should we fill in the three boxes 

corresponding to the utility given the states of the world X, Y and Z? 

 

• First of all, if the state of the world is X, then I will come to believe that the state of the world is X 

(because ex hypothesi I will be using a very reliable source of information). I will thus take act C, and 

so I should expect a utility of 8. Hence I should write a “8” in the first box of the new row. 

• Similarly, I should expect that if the state of the world is Y, I will choose act B and get a utility of 7. 

• I should also expect that, if the state of the world is Z, I will choose act A and get a utility of 6. This 

completes the new decision table: 
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 X Y Z 
A 2 4 6 
B 5 7 3 
C 8 1 3 

Collect 
Information 8 7 6 

 

It should be clear that if I am certain about whether X, Y or Z is true, then collecting information is 

no better than any individual act, but if there is any uncertainty, then the act of collecting information is the 

one with the highest utility. For instance, if I give a probability of one third to each state, then the expected 

utilities work out as: A: 4, B: 5, C: 4 and Collect information: 7. 
It should be clear that, given the way the new table was constructed, that the act of collecting 

information could not have a lower expected utility than any of the others. This is the truth captured in the 

aforementioned formal results. 
A consequence of the value of information is that someone who has the above decision table 

might never get to choose between A, B and C. He or she could spend eternity collecting information, 

because there will never be an act which has a higher expected utility. This may seem an absurd 

recommendation from a supposedly rational theory, but the example (and the results that it illustrates) 

assume that the evidence has absolutely no cost. In the real world this assumption is false: information 

always has some cost, even if that cost is the delay in making other decisions. In the above example, we 

can see that so long as the cost of the information is less than two utility points, the act of collecting 

information is still to be preferred. 

 

Let us consider again the simple agents of Part 3, who are only capable of the cognitive acts of 

accepting H, denying H or withholding opinion. According to the standard result, information has zero 

value relative to a set of acts if and only if one of the available acts dominates the others. Applied to our 

agents, it says that information is valuable if their value of truth is greater than their non-epistemic values, 

assuming that they are not so cautious that they cannot take a specific opinion on whether or not H. The 

same is true whether or not this value is positive or negative: information is still valuable if your aim is to 

have a false opinion. The converse conditional, that someone who is strongly non-epistemically motivated 

with respect to H does not value information about H, does not hold. It might be that while information 

about H has no value arising from cognitive acts, there are choices between practical acts which make the 

information valuable. In other words, information about an uncertain proposition is valuable to someone if 

and only if their attitude to that proposition is scientifically rational in the sense defined in Part Four. 

 The utility of testing H with a perfectly reliable method, and then choosing between the other 

acts, is simply the probability of H times the utility of correctly accepting H plus the probability of ¬H 
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times the utility of correctly denying H. This allows us to define the investigation curve for one of our 

agents. 

 U(test H) – U(assert H without testing) = (c – a)P(¬H) 

 U(test H) – U(deny H without testing) = (c + a)P(H) 

 U(test H) – U(maintain no opinion about H without testing) = i + c + aP(H) 

 These three straight-line equations together give the investigation curve of this simple agent 

(Figure 4). Other things being equal for an agent with no non-epistemic motivation, the value of 

information about H increases with the value of true opinion about H, which I have labelled c. If we hold 

the epistemic motivation c constant, then increasing the bias a flattens the investigation curve until it 

becomes completely flat. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4: Investigation curves for hypothetical epistemically motivated agents. 

 

 The investigation curve for our simple agent consists of three straight lines because of the three 

cognitive acts. As was considered in Part 3, we can extend the model by adding a variety of acts which 

differ in their tentativity. For an epistemically-motivated agent, the gradient of the line associated with 

weak acceptance should be intermediate in gradient between that associated with strong acceptance and the 

withholding of opinion. As the number of different cognitive acts increases, the investigation curve of an 

ideally epistemically motivated agent would come to closely resemble the curve for the Bernardo agent in 

Figure 3. 

We saw in Part 2 that, when the probabilities are act-independent, the choice between the 

cognitive acts does not depend on the utility of the state H, which I called s. We see here that the value of 

information is also independent of this utility. This undermines the following inference. When someone 

does not greatly value information about a topic, it is tempting to infer that that topic does not matter to 

them. For instance, it might be inferred that because many people are more willing to read about celebrity 

trivia than about political situations in other parts of the world, those people do not care whether or not 

P(H) 1 

Utility of reliable test about H 

Ideally epistemically motivated agent (a = 0) 

Imperfectly epistemically 
motivated agent (0 < a < c)  

0 
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there is turmoil or war in other countries. This inference is shown to be invalid because the subjective 

value of the state being one way as opposed to its alternative does not have a role in the value of 

information. 

Information Aversion 

We have just seen that it has been proven that information cannot have a negative value, but it can 

easily have a zero value. When one act dominates the others, such as when there is an overriding non-

epistemic motivation, information cannot change the chosen act and therefore cannot make a difference to 

expected utility. However, this is difficult to reconcile with everyday, historical and first-person 

perspectives on the value of information. In particular, it seems to be commonplace for people to be averse 

to information; not merely failing to acquire it because it is costly, but actively avoiding it when it comes 

cheaply. On a personal level, the act of opening an envelope which looks like it might contain bad news 

(say an envelope from a bank when one is in debt) can be difficult. On a broader social scale, anti-

intellectualism or opposition to new communications technologies may stem in part from information 

aversion on the part of subcultures. 

It will not do as an explanation to say that someone is averse to an information source because 

they expect that it will yield information that will disconfirm their beliefs. The expectation of one’s 

probability for a proposition after testing is necessarily the same as one’s present probability. If someone 

believes that a perfectly reliable indicator, which they are about to consult, has a 75% chance of showing H 

to be true, then, by the definition of “perfectly reliable indicator”, their present probability of H is .75 . It is 

possible for someone to expect that new information will be contrary to their opinions, but this is not in 

itself an explanation of why they would be averse to that information. 

Here is an example of the sort of situation that is problematic for the model developed so far. In a 

New Scientist (1996) report on alternative medicine, a professor of Complementary Health Studies is 

interviewed. He claims that it is very difficult to carry out tests of the effectiveness of fringe medical 

practices: 

“On a dozen occasions we have set up trials with the cooperation of complementary 

practitioners, only for them to withdraw when they realise there is a real chance of the trial 

returning a negative result.” 

The alternative medicine practitioners can be assumed to have financial and personal investments 

in the effectiveness of their methods, whereas the independent researcher is funded simply to perform 

experiments and is not funded to produce a particular result. So at least financially, there is a large non-

epistemic motivation for the practitioners but an epistemic motivation for the investigator. Financial 

rewards make up only one element in a person’s motivations: depending on personality and intellectual 

conscience, someone’s values could be financially epistemic but psychologically non-epistemic or vice 

versa. We can probably expect the psychological factors to exacerbate the differences between the two 

parties because the practitioners’ sense of use to others may depend on their practices being effective, but 
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even if we assume psychological similarity, we still have a case in which the concern of one party is to find 

out whether or not a hypothesis is true, while the other party to some extent wants the experiment to 

legitimise their acceptance of its truth. To the professor, information from the test is still valuable, but to 

the practitioners it is not, so it is plausible that their investigation curves for this issue differ like the two 

investigation curves in Figure 4. Depending on the exact circumstances of the testing, the practitioners 

could arguably be regarded as information-averse, i.e. actively avoiding testing, as opposed to giving up on 

a test which has no value. 

This example illustrates how non-epistemic motivation for an opinion differs from strong belief. 

That the practitioners strongly believe that their methods are effective is not an explanation of their 

reluctance to be tested. In fact, the reluctance to be tested should be greater the lower their belief in the 

effectiveness of their treatments. If they are absolutely certain that the experiment will vindicate them, then 

there is no cost for them in the experiment being performed and they should have no objection. The more 

chance the experiment has of producing a negative result, the more it may be taken as a threat to the 

practitioners’ livelihood, social standing and self-image. 

 

In the rest of this section, it is not my intention to prove that information aversion exists, or to 

identify its empirical circumstances. I will simply take it as axiomatic that it exists and try to explain how it 

can be given a rational reconstruction. In other words, I will argue that information aversion can be 

understood as instrumentally rational, in pursuit of non-epistemic goals. 

The traditional result appears to be decisive: information cannot be bad for you. However, it is a 

limited, special-case result in that it only considers the immediate effects of the information on one 

decision in which utilities are constant. To unpack what this means, I want to consider two related points: 

• It is a simple fact of decision theory that if the probability function is revised by 

conditionalisation, the utility function must also be revised by the same conditionalisation. If 

we were calculating U(A) and have now received information I, we should now be 

calculating U(A|I). The premise of the standard result is that this conditionalisation has no 

effect on the values of the utilities, in other words that for all acts A and states H, U(A|H∧I) = 

U(A|H). 

• To collect information, one has to perform some sort of act, such as reading a book, talking to 

an informed person or conducting an experiment. This might have other immediate 

consequences in addition to the acquisition of information. For one thing, it might be seen by 

other people and recognised as an act of information-gathering. The inquirer may gain social 

benefits or costs from being known as having inquired into a particular topic. 

 

I want to recall now the concept of motivated inference mentioned in Part 5. Motivated inference 

is inference between acts, not beliefs. It is a non-epistemic motivation to accept whatever is coherent, by 

the standards of one’s audience, with one’s previous assertions and other acts. The process of motivated 
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inference should be expected to occur when the subject has an interest in appearing rational, reliable and 

coherent. 

In particular, I am now interested in the motivated inference from collecting information that 

shows that H to acceptance of the opinion that H (recall that there can be motivated inferences from an 

action to an opinion as well as between opinions). Assume that I perform some test whose outcome shows 

clearly to everybody that H is the case. Assume also that this test is not entirely private, so that people in 

my social environment know that the new information is available to me. Whatever my underlying belief, 

there is a motivation for me to subsequently accept H. 

If I am ideally epistemically motivated, this motivation to accept H causes no problem because H 

(which we have hypothesised to have been clearly demonstrated) is the opinion I am drawn to anyway. If I 

have an overriding non-epistemic motivation towards the disconfirmed opinion ¬H, then I will keep that 

opinion, but have to bear the costs of appearing incoherent. As explored in Part 5, there may well be 

strategies available to me which allow me to keep the rewarding opinion that ¬H while minimising the 

costs of apparent incoherence. For example, the social costs can be deflated if I provide an explanation for 

my holding on to the discredited opinion. To have its effect, this explanation has to be acceptable to my 

audience: it does not have to actually be convincing to me nor to reflect my underlying beliefs. 

If one is strongly non-epistemically committed to the disconfirmed opinion ¬H, so that a heavy 

cost attaches to the relinquishing of that opinion, then the process of getting information brings this cost in 

addition to whatever cost attaches to the information itself. This gives us a sense in which information that 

comes “for free” can be undesirable, and hence counts as an explanation of information aversion. The 

information aversion should be greater the greater the separation between the opinion and the belief. 

Assume that I have a non-epistemic commitment to the opinion that ¬H and access to a reasonably reliable 

test of whether or not H. The stronger my belief in H, the stronger should be my expectation that the result 

of the test will favour H. Hence, the stronger the expectation that the outcome of the test will cause me a 

disutility, either by requiring me to give up the opinion to which I am attached, or by requiring me to 

incoherently acknowledge the outcome of the test while keeping the opinion that ¬H. 

This explanation of information aversion does not challenge the traditional result on the value of 

information. That result tells us that truly costless information cannot be aversive, but the reasoning 

presented here argues that under certain conditions (non-epistemic motivation coupled with a drive for 

coherence) information cannot be costless. 

 

 The above reasoning has an application to the analysis of self-deception. I take it that self-

deception can mean fundamentally two things: a state (of having an opinion in the face of evidence which 

subjectively weighs against that opinion, i.e. in the face of a small subjective probability of that opinion) 

and a process (of avoidance of evidence against one’s opinion, including avoidance of informed criticism 

and avoidance of genuine tests of that opinion). In the context of the present model, self-deception is a 

conceptual possibility because there are two fundamental doxastic attitudes; belief and opinion. Being in a 
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state of self-deception about an issue necessarily requires a strong non-epistemic motivation, because if 

one’s motivations are purely epistemic, then one’s opinions will not diverge from the underlying beliefs. 

 We saw above that information aversion is an expected result of having a strong non-epistemic 

motivation towards an opinion which is contrary to an underlying belief, assuming there is a significant 

pressure to appear coherent (and therefore to make motivated inferences). The process of self-deception – 

of avoiding genuine tests of one’s opinion in favour of whatever maintains the current opinion – is what I 

mean by information-aversion (strictly, someone who has an information-averse attitude is someone who 

makes self-deceiving choices, or who would if such choices were presented to them). Putting all this 

together, we have a conditional statement of the following form: given a significant pressure to appear 

coherent, the state of self-deception should be expected to result in the process of self-deception. 
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Summary 

• Shannon’s proof uses consistency requirements to identify a mathematical measure of the 

information content of a proposition, just as the Cox proof mentioned in Part 1 uses consistency 

requirements to derive probability. 

 

• Bernardo showed that the ideally epistemically motivated Bernardo agent values tests of a 

proposition H exactly to the extent that they provide Shannonian information about H. Our ideally 

epistemically motivated agent with a finite number of cognitive acts provides a rough 

approximation to this utility function. One distinction between scientifically rational and 

scientifically irrational attitudes (about whether or not H) is that information about H has value for 

the former but not for the latter. 

 

• According to a well-established theorem of decision theory, information cannot have negative 

utility when the probabilities are act-independent. 

 

• In light of this theorem, the question arises of whether the human propensity to be averse to some 

information is explainable within descriptive Bayesianism (or indeed any intentional framework). 

 

• One possible way to include information aversion within descriptive Bayesianism is to invoke 

motivated inference; in particular, the motivated inference from receiving disconfirmatory 

information about H to the giving up of one’s opinion that H. If the opinion that H is motivated by 

a strong value bias, then the disconfirmatory information is aversive, in that the subject would 

greatly prefer not to receive it. 

 

• This provides a further distinction between scientifically rational and scientifically irrational 

attitudes: the latter is a necessary condition for information aversion, whereas a scientifically 

rational agent cannot be averse to information. 


